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ABSTRACT 
Stemming is used to reduce variant word forms to a form known 
as stem. The assumption is that if words have the same stem, then 
they represent the same concept. This paper investigates the use 
of two rule based stemming algorithms for the Portuguese 
Language. The perfomance was investigated using a sample of 
words obtained from a corpus that represents the most frequently 
used words from Brazilian web pages. The stemmers are analysed 
with three standard evaluations measures, and the results are 
discussed.   

Categories and Subject Descriptors 
H.3.1 [Information Systems]: Information Storage and Retrieval 
– content analysis and indexing.  

General Terms 
Algorithms. 

Keywords 
Stemming, information retrieval, text mining. 

1. INTRODUCTION 
The main objective of the stemming process is to conflate the 
variant forms of words, that have a commom meaning, into a 
single and unambiguous form known as a stem. The stems need to 
capture the word meaning without losing too much detail. This 
task reduces the size of the index and provide retrieving 
documents that do not exactly match query words, but having 
word stems that match query words stems. This happen because 
in general words that have the same stem are likely to have the 
same meaning.  

In order to design a stemming algorithm, it’s possible to use a 
linguistic approach, using prior knowledge of the morphology of 
the language[6], or using an aproach that involves statistical 
methods, turning the process totally independent of the target 
language[1,4,5]. 

There are two kinds of mistakes associated with the stemming 
process: 

• Overstemming: when removing too many letters, so 
merging words that have different meanings to the same 
stem. See Table 1. 

 

 

Table 1. Example of overstemming errors. 

 

 

 

 

• Understemming: when leaving too many letters, so 
merging words that have the same meaning to different 
stems. See Table 2: 

Table 2. Example of understemming errors. 

 

 

 

 

The stemming process for the English Language is a resolved 
problem. We find here the most traditional method of suffix-
stripping: the Porter Algorithm [6]. This stemmer is based on 
rules, applied to the words in five steps, where the most common 
suffixes are removed. There are several adaptations of this 
algorithm for many languages, including Brazilian Portuguese. 
However, we found only one stemmer, specially developed for 
the Portuguese Language[3]. So we developed a new stemmer for 
the Portuguese Language, which remove prefixes and suffixes 
based on a statistical study realized in a LexWeb corpus[2]. In the 
search reported here, we will compare these two stemmers. 

The remainder of this paper is organized as follows: section 2 
describes the methodologies utilized to evaluate the performance 
of the stemmers; section 3 presents the stemmers; section 4 shows 
the results of the tests carried out on the stemmers; section 5 
shows some discussions about the tests and finally section 6 
presents the final conclusions. 

2. EVALUATION METHODS 
Here we will present the methods utilized to evaluate the two 
stemmers: the Paice’s method[7], the manual method and the 
vocabulary reduction. 

2.1 Paice’s Evaluation Method 
On Paice’s Method, the quality of the stemmer is measured by 
counting the number of errors during the stemming process, using 
predefined groups of morphologically and semantically words 
that are related to one another. This method introduced three new 
measurements: overstemming index (OI), understemming index 
(UI) and stemming weight (SW). 

Meaning Word Stem 
computador 
(computer) 

computadores 
(computers) 

comp 

comparar 
(compare) 

comparou 
(compared) 

comp 

Meaning Word Stem 
brincar          

(to play) 
brincar         

(to play) 
brincar 

brincar          
(to play) 

brincalhão 
 (playful) 

brincalh 



A good stemmer is defined as one which merge as many as 
possible pair of words that are different in form, but are 
semantically equivalent; and avoid merge as many as possible 
pair of words that are different in form and are semantically 
distinct.  

The UI represents the proportion of the words, different in form 
and semantically equivalent, which are unsuccessfully merged by 
the stemmer. The OI represents the proportion of words, different 
in form and semantically distinct, wich are merged to the same 
stem. For each concept group two totals are calculated: 

• Desired Merge Total (DMT), that represents the number 
of different possible word form pairs in the particular 
group, given by the formula:  

DMTg=0.5 ng(ng - 1) 

where ng  is the number of words in that group. If a group has one 
a word, the DMT value is zero.  

• Desired Non-merge Total (DNT), that counts the 
number of possible word pairs formed by a member and 
a non-member word, given by the formula:   

DNTg=0.5 ng(W - ng) 

where W represents the total number of words. 

Summing the DMT value for all groups we get GDMT (Global 
Desired Non-merge Total). By  summing the DNT value for all 
groups we get GDNT (Global Desired Non-merge Total).  

After the stemming process, some groups still contain two or 
more distinct stems. The stemming algorithm is unable to merge 
these words. The inability of a stemmer to merge all words that 
are from the same group g is quantified by a parameter which is 
called the Unachieved Merge Total (UMT), given by the formula: 

UMTg = 0.5 ∑ i=1..s ui (ng – ui) 

where s is the number of distinct stems and ui is the number of 
instances of each stem. Summing the UMT value for each group 
we obtain the Global Unachieved Merge Total (GUMT). The UI 
can be redefined as follow: 

UI= GUMT/GDMT 

There can be cases where the same stem occurs in two or more 
different groups. Every stem now defines a stem group whose 
members might be derived from different semantic groups, which 
means there are overstemming errors. The mumber of wrongly-
mergeds words is given by:  

WMTg = 0.5 ∑ i=1..t vi (ns – vi) 

where t is the number of original groups that share the same stem, 
ns represents the number of instances of that stem and vi is the 
number of stems for each group t. By summing the WMT for each 
group we get the Global Wrongly-Merged Total (GWMT). The 
OI can be redefined as follow: 

OI= GWMT/GDNT 
The SW is obtained by the ratio between OI and UI.  

2.2 The Manual Method 
On this case, the stemming process is firstly done manually by a 
human who decides the correct stem for each word. After that, we 
obtain three evaluation measurements: the number of correct 
results; the number of overstemming errors and the number of 
understemming erros. 

2.3 Vocabulary Reduction 
One of the purposes of stemmers is to reduce the size of the 
vocabulary for indexing purposes. To do this, we will divide the 
number of words in the corpus by the number of stems generated, 
excluding repetitions. 

3. THE STEMMERS 
In this section, we will introduce the two stemmers used on the 
experiments. One of them is found in [3], hereon referred to as 
STEMP. The other one, hereon referred to as STEMBR, is the 
solution that we have developed. 

3.1 The STEMP 
[3] presents a rule based stemmer, specially developed for the 
Portuguese language. The autors reported that this stemmer is 
more efficient than the Brazilian version of the Porter algorithm. 
This stemmer comprises eitght steps that are performed in a 
predetermined order. The steps are: 

• Plural reduction; 

• Feminine reduction; 

• Adverb reduction; 

• Augmentative/diminutive reduction; 

• Noun suffix reduction; 

• Verb suffix reduction; 

• Vowel reduction, and; 

• Accents removal. 

Each step is made up of a set of rules that are sequentially 
applied, but with only one rule being applied in each instance. 
Each rule has four elements:  

• The suffix to be removed;  

• The minimum size of the stem;  

• An alternative suffix, if necessary, and;  

• A list of exceptions.  

To illustrate a rule: {"inho”,3,””,{"caminho”, "cominho”}}, 
where “inho” is the suffix to be removed, 3 is the minimum stem 
size, and the words in inverted commas represent the list of 
exceptions, in this case because there is no alternative suffix.  

3.2 The STEMBR 
Our stemmer is based on a statistical study (the Evaluator module 
in figure 1) of the LexWeb corpus [2], that contains 
approximately 130,000 words.  The LexWeb is a lexical generator 
for the Portuguese language, constructed with tools that visit 



Brazilian web pages and select the most frequently used words. 
The size of the corpus is approximately 130,000 words.  

 
 

 
Figure 1. The STEMBR Model 

From the statistical study, we obtained a list that shows the 
frequency of the last letter of the words, in descending order (see 
Figure2). The nine most common letters on the list represent 
approximately 85% of the total sampling. 

 

Figure 2. Last letter frequency in the LexWeb corpus. 
The suffix treatment is performed for each subset of words from 
the list. The main question is related to the order in which the 
suffix treatement is performed, to generate the fewest possible 
errors. For doing this, we get the empirical assistance of a 
Lexicographical Specialist, and following exhaustive testing, we 

arrived at a configuration that generated the most satisfactory 
results: “S”, “R”, “M”, “L”, “O”, “A”, “U”, “E” and “I”. 

In our stemmer, every word is sequentially submitted to 
three modules: specific cases; prefix reduction; and suffix 
reduction. 

• Specific cases: the word is checked to see if it 
belongs to some special category, for which prefix 
and suffix reductions would be inappropriate.  

• Prefix reduction: this process strips the prefix 
from the word, if it is not found on the list of 
exceptions; 

• Suffix reduction: the suffix treatment comprises a 
set of rules whereby the longest suffix is stripped 
from the word. Some of these rules were obtained 
from [3], while others were specially created, 
through a Lexographical Specialist’s help. The 
stemmer currently has 394 rules. Each rule has 
three elements: the suffix to be removed; the 
minimum size of the stem; and a list of exceptions. 
The minimum stem size is to avoid generating 
extremely short stems and over stemming errors. 
The list of exceptions organizes words that, 
despite ending in a suffix form, should not have 
this ending removed. In the rule below, the words 
on the list of exceptions do not have the suffix 
“amento” removed. 

 
{"amento",3,{"firmamento", “departamento” }} 

 
 

4. EVALUATING THE STEMMERS 
In this section, we will describe the tests we carried out using the 
two stemmers. In order to execute the tests, we randomly selected 
5000 words from the LexWeb corpus. A Lexicografical Specialist 
performed the manual stemming procedure, and grouped the 
words as a prerequisite of the Paice evaluation Method. 

4.1 The manual method 
Figure 3, Figure 4 and Figure 5 show the results of the test using 
the sample. 
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Figure 3. Number of correct stems. 
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Figure 4. Number of overstemming errors. 

Understemming
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 Figure 5. Number of understemming errors. 
 

4.2 Vocabulary reduction 
For doing this test, we have used all the 130000 words from the 
LexWeb corpus. The Figure 6 shows the vocabulary reduction 
results. 
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Figure 6. Vocabulary reduction rate. 

4.3 Paice’s Evaluation Method 
A total of 2,696 semantic groups were generated. The 
results are shown in table 3: 
 

Table 3.  Results of Paice’s Method 

Stemmer OI UI SW 

STEMBR 1.01 x 10-4 0.288 3.50 x 10-4 

STEMP 0.98 x 10-4 0.295 3.30 x 10-4 
 

5. DISCUSSION 
The test results showed that: 

• Using the manual method the STEMBR model obtained 
a correct rate approximately 1,32% higher than the 
stemmer STEMP. Our stemmer obtained a lower rate of 
understemming and a higher rate of overstemming 
errors than the STEMP;  

• The vocabulary reduction rate from the STEMBR was 
1,72% better than the STEMP;  

• Using Paice’s method, our stemmer obtained a lower 
rate of understemming and a higher rate of 
overstemming errors than the STEMP again. 

6. CONCLUSION 
The objective of this research was to investigate the performance 
of the stemmers for the Portuguese Language. Then we developed 
the STEMBR - a ruled based stemming algorithm for this 
Language. The performance were evaluated using three different 
methods. Data was collected for the LexWeb corpus, that 
represents the most frequently used words from Brazilian web 
pages.  
We observed that the results of the tests show the STEMP has a 
tendency to generate more understemming than the STEMBR, 
and the STEMBR has a tendency to generate more overstemming 
than the STEMP. In general, it can be seen that it is a conflicting 
task to try reducing the two types of error. Future research could 
investigate the smemmers on an information retrieval system to 
assess its impact over recall and precision.  
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